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    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog and this project adheres to Semantic Versioning.
Unreleased
0.1.0 - 2026-05-08
Initial release — a small, opinionated set of reference tools for the
Omni ecosystem.
Added
	FileSystem — file CRUD scoped to a configurable base directory, with read-only, flat, and nested scope modes.
	Repl — evaluates Elixir code in a sandboxed REPL with pluggable extensions for injecting modules into the runtime.
	Bash — executes shell commands with configurable working directory.
	WebFetch — fetches URLs and simplifies HTML to Markdown, with support for batch fetching and configurable size limits.




  

    
Omni.Tools 
    



      
[image: License]
Ready-to-use tools for Omni-powered agents — filesystem, shell, REPL,
and web fetch. Built on Omni.
Omni Tools is a small set of reference Omni.Tool implementations that
ship ready-to-use and serve as worked examples of how to build tools for
LLMs. Each tool validates configuration at construction time and works
with any Omni provider that supports tool use.
Installation
Add Omni Tools to your dependencies:
{:omni_tools, "~> 0.1"}
Omni Tools depends on omni, which provides the LLM API layer. Configure
your provider API keys as described in the
Omni README.
The tools
	Module	What it does
	Omni.Tools.FileSystem	CRUD over a scoped directory with read-only and flat modes
	Omni.Tools.Bash	Executes shell commands with timeout and output capture
	Omni.Tools.Repl	Evaluates Elixir code in a sandboxed peer node
	Omni.Tools.WebFetch	Fetches URLs, simplifies content for LLM consumption

Each tool is created with new/1 and returns an %Omni.Tool{} struct
ready to pass into an Omni context:
fs   = Omni.Tools.FileSystem.new(base_dir: "/data/workspace")
bash = Omni.Tools.Bash.new(dir: "/app")
repl = Omni.Tools.Repl.new()
web  = Omni.Tools.WebFetch.new()
FileSystem
Read, write, patch, list, and delete files within a scoped directory.
Configuration controls read-only access and whether subdirectories are
allowed:
# Full access with nested paths
Omni.Tools.FileSystem.new(base_dir: "/data/workspace")

# Read-only, flat (no subdirectories)
Omni.Tools.FileSystem.new(base_dir: "/data/docs", read_only: true, nested: false)
See Omni.Tools.FileSystem for all options. The underlying operations
are also available standalone via Omni.Tools.FileSystem.FS.
Bash
Executes shell commands in a configured working directory with environment
variables, timeout, and output truncation:
Omni.Tools.Bash.new(dir: "/app", timeout: 60_000, env: [{"NODE_ENV", "test"}])
See Omni.Tools.Bash for all options. The command runner is also
available standalone via Omni.Tools.Bash.Runner.
Repl
Evaluates Elixir code in a fresh peer node — clean slate per execution,
with IO capture and configurable extensions:
alias Omni.Tools.Repl.Extension

Omni.Tools.Repl.new(
  extensions: [
    {MyApp.ReplExtension, api_key: "sk-..."},
    Extension.new(description: "Req and Jason are available.")
  ]
)
See Omni.Tools.Repl for all options and Omni.Tools.Repl.Extension
for the extension API.
WebFetch
Fetches one or more URLs and extracts content appropriate for LLM
consumption — HTML to Markdown, JSON to pretty-printed, plain text
passthrough:
Omni.Tools.WebFetch.new(max_output: 30_000, timeout: 10_000)
Three strategies are always active — GitHub (blob URLs to raw content),
Reddit (JSON API to formatted Markdown), and a default catch-all.
Custom strategies are prepended and matched first, so they can
override or extend the built-ins:
Omni.Tools.WebFetch.new(strategies: [{MyApp.WikiStrategy, []}])
See Omni.Tools.WebFetch for all options and
Omni.Tools.WebFetch.Strategy for the strategy behaviour.
Using tools in a conversation
Pass tools to Omni.generate_text/3 or Omni.stream_text/3 — the tool
loop executes uses automatically and feeds results back to the model:
fs   = Omni.Tools.FileSystem.new(base_dir: "/data/workspace")
bash = Omni.Tools.Bash.new(dir: "/data/workspace")

context = Omni.context(
  system: "You are a coding assistant with access to a project workspace.",
  messages: [Omni.message("List all Elixir files and count the lines in each.")],
  tools: [fs, bash]
)

{:ok, response} = Omni.generate_text({:anthropic, "claude-sonnet-4-6"}, context)
Tools work the same way with Omni.Agent — pass them as start options
or set them in your agent's init/1 callback:
{:ok, agent} = Omni.Agent.start_link(
  model: {:anthropic, "claude-sonnet-4-6"},
  tools: [fs, bash],
  subscribe: true
)
Configuration
Every tool supports a three-layer configuration merge:
module defaults → application config → explicit opts
Explicit opts to new/1 always win. Application config provides
per-environment defaults. Module defaults are sensible out of the box.
# config/runtime.exs
config :omni_tools, Omni.Tools.Bash,
  timeout: 60_000,
  max_output: 100_000

# At call site — :dir is required, :timeout overrides the app config
Omni.Tools.Bash.new(dir: "/app", timeout: 10_000)
No application config is required — every tool works with zero config
and sensible defaults.
Writing custom tools
These tools implement the Omni.Tool behaviour from the omni package.
To build your own, see Omni.Tool — or read any of the tools in this
package as worked examples.

      




  

    
Omni.Tools.FileSystem 
    



      
An Omni.Tool for file operations scoped to a base directory.
Provides read, write, patch, list, and delete commands over a
configurable directory. Configuration controls whether writes are
allowed and whether subdirectories are supported.
# Full read-write access with nested subdirectories
tool = Omni.Tools.FileSystem.new(base_dir: "/data/workspace")

# Read-only access, flat (no subdirectories)
tool = Omni.Tools.FileSystem.new(base_dir: "/data/docs", read_only: true, nested: false)
The tool delegates all operations to Omni.Tools.FileSystem.FS, which
can also be used independently of the tool machinery.
Options
	:base_dir (required) — absolute path to an existing directory.
	:read_only — restricts to read and list only. Default false.
	:nested — allows subdirectory paths in ids. Default true.
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        Builds a %Omni.Tool{} struct with a bound handler.
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Omni.Tools.FileSystem.Entry 
    



      
Metadata for a file managed by the filesystem tool.
Built from an id (base-relative path) and the absolute path on disk.
Content lives on disk; this struct is a lightweight view returned by
write, patch, and list operations.
Entry.new("notes/todo.md", "/data/workspace/notes/todo.md")
#=> %Entry{id: "notes/todo.md", filename: "todo.md", media_type: "text/markdown", ...}
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        File metadata returned by filesystem operations.
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        new(id, abs_path)

      


        Builds an entry from a base-relative id and the file's absolute path.
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          @type t() :: %Omni.Tools.FileSystem.Entry{
  filename: String.t(),
  id: String.t(),
  media_type: String.t(),
  mtime: DateTime.t(),
  size: non_neg_integer()
}


      


File metadata returned by filesystem operations.
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          @spec new(String.t(), String.t()) :: t()


      


Builds an entry from a base-relative id and the file's absolute path.
Reads size and mtime from disk via File.stat!/2. Derives filename
from id and media_type from the file extension.

  


        

      


  

    
Omni.Tools.FileSystem.FS 
    



      
Filesystem operations scoped to a base directory.
This module is the reusable core of Omni.Tools.FileSystem — it works
independently of the tool machinery. Construct an %FS{} with new/1,
then call operations directly:
fs = FS.new(base_dir: "/data/workspace", read_only: true)
{:ok, content} = FS.read(fs, "notes/todo.md")
{:ok, entries} = FS.list(fs)
All user-supplied ids are validated against a path policy before any
disk access. See resolve/2 for the rules.
Symlinks
Path resolution follows symlinks (inherits File.* behaviour). This
module does not attempt to detect or block symlink escapes — it is not
a security boundary. OS-level sandboxing is the right tool for that.
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        A configured filesystem scope.
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        delete(fs, id)

      


        Deletes a file.



    


    
      
        list(fs)

      


        Lists all regular files under the base directory.



    


    
      
        new(opts)

      


        Creates a new filesystem scope.



    


    
      
        patch(fs, id, search, replace)

      


        Applies a targeted find-and-replace edit to a file.



    


    
      
        read(fs, id)

      


        Reads the content of a file.



    


    
      
        resolve(fs, id)

      


        Resolves a user-supplied id to an absolute path under the base directory.



    


    
      
        write(fs, id, content)

      


        Writes content to a file (creates or overwrites).
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          @type t() :: %Omni.Tools.FileSystem.FS{
  base_dir: String.t(),
  nested?: boolean(),
  read_only?: boolean()
}


      


A configured filesystem scope.
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          @spec delete(t(), String.t()) :: :ok | {:error, term()}


      


Deletes a file.
:ok = FS.delete(fs, "old-report.html")
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          @spec list(t()) :: {:ok, [Omni.Tools.FileSystem.Entry.t()]}


      


Lists all regular files under the base directory.
In nested mode, walks recursively and returns ids as base-relative paths
(e.g. "sub/dir/file.txt"). In flat mode, lists only direct children.
Includes dotfiles and dot-directories. Results are sorted by id.
{:ok, entries} = FS.list(fs)

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new filesystem scope.
Options
	:base_dir (required) — absolute path to an existing directory.
	:read_only — when true, write/patch/delete operations return
{:error, :read_only}. Defaults to false.
	:nested — when true, ids may contain path separators (subdirectories).
When false, only bare filenames are accepted. Defaults to true.

Raises ArgumentError if :base_dir is missing, not absolute, or
does not exist on disk.
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          @spec patch(t(), String.t(), String.t(), String.t()) ::
  {:ok, Omni.Tools.FileSystem.Entry.t()} | {:error, term()}


      


Applies a targeted find-and-replace edit to a file.
The search string must appear exactly once in the file. Returns an
error if it appears zero times or more than once — the error includes
the count so the caller can refine the search string.
{:ok, entry} = FS.patch(fs, "config.json", ~s("v1"), ~s("v2"))
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          @spec read(t(), String.t()) :: {:ok, binary()} | {:error, term()}


      


Reads the content of a file.
{:ok, content} = FS.read(fs, "notes/todo.md")
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          @spec resolve(t(), String.t()) ::
  {:ok, String.t()} | {:error, {:invalid_id, String.t()}}


      


Resolves a user-supplied id to an absolute path under the base directory.
Returns {:ok, abs_path} or {:error, {:invalid_id, message}}.
Path policy
	Must be non-empty.
	Must be relative (no leading /, ~/, or .. segments).
	Must not contain null bytes.
	In flat mode, must not contain path separators (/ or \).
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          @spec write(t(), String.t(), binary()) ::
  {:ok, Omni.Tools.FileSystem.Entry.t()} | {:error, term()}


      


Writes content to a file (creates or overwrites).
In nested mode, parent directories are created automatically.
Returns {:ok, %Entry{}} on success.
{:ok, entry} = FS.write(fs, "report.html", "<h1>Hello</h1>")

  


        

      


  

    
Omni.Tools.Bash 
    



      
An Omni.Tool for executing shell commands.
Runs commands in a configured shell (bash by default, falling back to sh)
with a working directory, optional environment variables, and timeout.
tool = Omni.Tools.Bash.new(dir: "/path/to/workspace")
tool = Omni.Tools.Bash.new(dir: "/app", timeout: 60_000, env: [{"NODE_ENV", "test"}])
The tool delegates execution to Omni.Tools.Bash.Runner, which can also
be used independently of the tool machinery.
Options
	:dir (required) — working directory. Must exist at init time.
	:env — extra environment variables as [{String.t(), String.t()}].
Merged additively with the inherited environment. Default [].
	:timeout — execution timeout in milliseconds. Default 30_000.
	:max_output — output truncation limit in bytes. Tail-biased, snapped to
line boundaries. Default 50_000.
	:shell — explicit shell as {executable, args} tuple.
Default: auto-resolved (bash then sh fallback).
	:command_prefix — string prepended to every command. Default nil.
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    Functions
  


    
      
        new(params \\ [])

      


        Builds a %Omni.Tool{} struct with a bound handler.
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Builds a %Omni.Tool{} struct with a bound handler.

  


        

      


  

    
Omni.Tools.Bash.Runner 
    



      
Executes shell commands via a Port and returns captured output.
Each invocation spawns a new shell process, captures merged stdout/stderr,
and returns the output alongside the exit code. No state carries over
between calls.
Runner.run("echo hello", {"/bin/bash", ["-c"]}, dir: "/tmp")
#=> {:ok, %{output: "hello\n", exit_code: 0}}

Runner.run("exit 1", {"/bin/bash", ["-c"]}, dir: "/tmp")
#=> {:error, :nonzero, %{output: "", exit_code: 1}}
The runner executes arbitrary shell commands with full system access. It is
not a security boundary — OS-level sandboxing (containers, restricted users)
is the caller's responsibility.
Options
	:dir (required) — working directory for the command
	:env — extra environment variables as [{String.t(), String.t()}],
merged additively with the inherited environment. Default []
	:timeout — execution timeout in milliseconds. Default 30_000
	:max_output — output truncation limit in bytes. Tail-biased, snapped
to line boundaries. Default 50_000
	:command_prefix — string prepended to every command. Default nil

Return values
{:ok, %{output: "hello\n", exit_code: 0}}
{:error, :nonzero, %{output: "error msg\n", exit_code: 1}}
{:error, :timeout, %{output: "partial..."}}
On success, exit_code is always 0. On a non-zero exit, the output
captured up to that point is included. On timeout, partial output
collected before the deadline is returned.
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        result()

      


        Result of a command execution — success, non-zero exit, or timeout.
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        resolve_shell(opts)

      


        Resolves the shell to use for command execution.



    


    
      
        run(command, arg, opts \\ [])

      


        Executes command in the given shell and returns captured output.
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          @type result() ::
  {:ok, %{output: String.t(), exit_code: 0}}
  | {:error, :nonzero, %{output: String.t(), exit_code: pos_integer()}}
  | {:error, :timeout, %{output: String.t()}}


      


Result of a command execution — success, non-zero exit, or timeout.
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      resolve_shell(opts)



        
          
        

    

  


  

      

          @spec resolve_shell(keyword()) :: {String.t(), [String.t()]}


      


Resolves the shell to use for command execution.
Checks in order: explicit :shell option, /bin/bash, /bin/sh.
Returns a {executable, args} tuple suitable for Port.open/2.
Raises ArgumentError if no usable shell is found or the option is invalid.
Runner.resolve_shell([])
#=> {"/bin/bash", ["-c"]}

Runner.resolve_shell(shell: {"/bin/zsh", ["-c"]})
#=> {"/bin/zsh", ["-c"]}

  



    

  
    
      
    
    
      run(command, arg, opts \\ [])



        
          
        

    

  


  

      

          @spec run(String.t(), {String.t(), [String.t()]}, keyword()) :: result()


      


Executes command in the given shell and returns captured output.
The shell argument is a {executable, args} tuple — the command string
is appended to args when spawning the port.

  


        

      


  

    
Omni.Tools.Repl 
    



      
An Omni.Tool for executing Elixir code in a sandboxed peer node.
Each invocation runs in a fresh Erlang peer node with a clean slate.
IO output is captured and returned alongside the expression result.
tool = Omni.Tools.Repl.new()
tool = Omni.Tools.Repl.new(timeout: 30_000, max_output: 10_000)
Extensions
Extensions inject code and/or documentation into the sandbox. Pass
module-based extensions as {module, opts} tuples, or use inline
extensions via Omni.Tools.Repl.Extension.new/1.
alias Omni.Tools.Repl.Extension

tool = Omni.Tools.Repl.new(
  extensions: [
    {MyApp.ReplExtension, api_key: "sk-..."},
    Extension.new(description: "Req and Jason are available.")
  ]
)
See Omni.Tools.Repl.Extension for the full extension API.
Options
	:timeout — execution timeout in milliseconds. Default 60_000.
	:max_output — output truncation limit in bytes. Default 50_000.
	:extensions — list of extensions (module tuples or %Extension{}).
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        new(params \\ [])

      


        Builds a %Omni.Tool{} struct with a bound handler.
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Builds a %Omni.Tool{} struct with a bound handler.

  


        

      


  

    
Omni.Tools.Repl.Extension behaviour
    



      
Behaviour and struct for extending the REPL sandbox environment.
Extensions inject code and documentation into the sandbox. There are
two ways to define an extension:
Inline extensions
Use new/1 to create lightweight extensions without defining a module.
At least one of :code or :description must be provided.
# Description-only — document available host modules
Extension.new(description: "Req and Jason are available.")

# Code-only — inject setup code
Extension.new(code: quote(do: defmodule(Helper, do: def(ping, do: :pong))))

# Both
Extension.new(
  code: quote(do: defmodule(Helper, do: def(ping, do: :pong))),
  description: "- `Helper.ping/0` — returns `:pong`"
)
Module-based extensions
For reusable extensions, define a module implementing the behaviour.
Both callbacks are required.
defmodule MyApp.ReplExtension do
  @behaviour Omni.Tools.Repl.Extension

  @impl true
  def code(opts) do
    api_key = Keyword.fetch!(opts, :api_key)

    quote do
      defmodule MyAPI do
        def fetch(path) do
          Req.get!(path, headers: [{"authorization", unquote(api_key)}]).body
        end
      end
    end
  end

  @impl true
  def description(_opts) do
    """
    ## MyAPI
    - `MyAPI.fetch(path)` — authenticated GET request
    """
  end
end
Usage
Pass extensions to Omni.Tools.Repl.new/1:
Omni.Tools.Repl.new(
  extensions: [
    {MyApp.ReplExtension, api_key: "sk-..."},
    Extension.new(description: "Extra context for the model")
  ]
)
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    Types
  


    
      
        setup_code()

      


        Code to evaluate in the sandbox — AST (preferred) or a string.



    


    
      
        t()

      


        A resolved extension with optional code and description.



    





  
    Callbacks
  


    
      
        code(opts)

      


        Returns code to evaluate in the sandbox before the user's code.



    


    
      
        description(opts)

      


        Returns a description fragment appended to the REPL tool description.
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        new(opts \\ [])

      


        Creates an inline extension.
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          @type setup_code() :: String.t() | Macro.t()


      


Code to evaluate in the sandbox — AST (preferred) or a string.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Omni.Tools.Repl.Extension{
  code: setup_code() | nil,
  description: String.t() | nil
}


      


A resolved extension with optional code and description.

  


        

      

      
        Callbacks


        


  
    
      
    
    
      code(opts)



        
          
        

    

  


  

      

          @callback code(opts :: keyword()) :: setup_code()


      


Returns code to evaluate in the sandbox before the user's code.
Receives the opts from the {module, opts} tuple in the extensions
list. Return a quoted expression (preferred) or a code string. The
code is evaluated in the peer node before IO capture begins.

  



  
    
      
    
    
      description(opts)



        
          
        

    

  


  

      

          @callback description(opts :: keyword()) :: String.t()


      


Returns a description fragment appended to the REPL tool description.
Receives the same opts as code/1. The returned string should document
the APIs made available by code/1 so the agent knows how to use them.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates an inline extension.
At least one of :code or :description must be provided.
Extension.new(description: "Req is available. Do not Mix.install it.")
Extension.new(code: "defmodule(H, do: def(hi, do: :hello))")

  


        

      


  

    
Omni.Tools.Repl.Sandbox 
    



      
Executes Elixir code in an isolated peer node.
Each invocation starts a fresh Erlang peer node, evaluates the code, captures
IO output and the raw return value, then stops the peer. Clean slate per
execution — no state carries over between calls.
The host's code paths are injected into the peer, so all compiled modules
(including application dependencies) are available. In dev, Mix.install/1 can
add additional dependencies since each peer is a fresh VM.
The sandbox executes arbitrary code with full system access. It is best-effort
isolation, not a security boundary. For trusted use cases only: agent-driven
experimentation, scratchpad computation — not adversarial input.
Options
	:timeout - execution timeout in milliseconds (default: 60_000)
	:max_output - truncation limit in bytes (default: 50_000)
	:setup - code evaluated in the peer before the user's code.
Setup runs before IO capture begins, so its output is not included.
Accepts a string, quoted AST, or a list of either.

Return values
{:ok, %{output: "hello\n", result: :ok}}
{:error, :timeout, %{output: "partial..."}}
{:error, {:error, %ArithmeticError{}, stacktrace}, %{output: ""}}
On success, result is the raw return value of the last expression (not
inspected). On error, the second element is either :timeout, :noconnection,
or a {kind, reason, stacktrace} triple from the caught exception.

      


      
        Summary


  
    Types
  


    
      
        result()

      


        Result of a sandbox evaluation — success, timeout/disconnect, or exception.



    





  
    Functions
  


    
      
        ensure_distributed!()

      


        Enables distributed mode on the host VM if not already active.



    


    
      
        run(code, opts \\ [])

      


        Evaluates code in a fresh peer node and returns the captured output
and raw return value.
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      result()



        
          
        

    

  


  

      

          @type result() ::
  {:ok, %{output: String.t(), result: term()}}
  | {:error, :timeout | :noconnection, %{output: String.t()}}
  | {:error, {atom(), term(), Exception.stacktrace()}, %{output: String.t()}}


      


Result of a sandbox evaluation — success, timeout/disconnect, or exception.

  


        

      

      
        Functions


        


  
    
      
    
    
      ensure_distributed!()



        
          
        

    

  


  

      

          @spec ensure_distributed!() :: :ok


      


Enables distributed mode on the host VM if not already active.
Peer nodes require the host to be distributed (Node.alive?()). When the
VM was started without --sname / --name, this function starts EPMD and
enables distribution with a unique short name.
Called automatically by run/2 on each invocation (idempotent). You may
also call it explicitly at application boot to avoid flipping the VM into
distributed mode during a request — that flip can invalidate any PID-based
state (encoded tokens, cached process references, etc.) that was created
before distribution was enabled.
# In your Application.start/2:
Omni.Tools.Repl.Sandbox.ensure_distributed!()

  



    

  
    
      
    
    
      run(code, opts \\ [])



        
          
        

    

  


  

      

          @spec run(
  String.t(),
  keyword()
) :: result()


      


Evaluates code in a fresh peer node and returns the captured output
and raw return value.

  


        

      


  

    
Omni.Tools.WebFetch 
    



      
An Omni.Tool for fetching and simplifying web content.
Fetches one or more URLs, extracts content appropriate for LLM
consumption (HTML to Markdown, pretty-printed JSON, plain text
passthrough), and returns the results as a string.
tool = Omni.Tools.WebFetch.new()
tool = Omni.Tools.WebFetch.new(max_output: 30_000, timeout: 10_000)
Strategies
Content extraction is handled by pluggable strategies. Each strategy
implements Omni.Tools.WebFetch.Strategy and declares which URLs it
handles via match?/2. Strategies are tried in order — the first
match wins.
Three strategies are always active, appended after any user-provided
strategies:
	GitHub — matches github.com blob URLs, redirects to
raw.githubusercontent.com for direct file content.
	Reddit — matches *.reddit.com, fetches via Reddit's JSON API,
formats posts and comments as readable Markdown.
	Default — catch-all that handles HTML (→ Markdown), JSON
(→ pretty-printed), plain text (→ passthrough), and binary (→ metadata).

Custom strategies are prepended, so they take priority over the
built-ins. To override the built-in GitHub handling, for example,
provide your own strategy that matches github.com first:
tool = Omni.Tools.WebFetch.new(strategies: [{MyApp.WikiStrategy, []}])
Custom Req
Pass a pre-configured Req.Request struct to control the HTTP
transport. This is useful for attaching middleware, setting
authentication, or replacing the transport layer entirely.
req = Req.new() |> MyApp.Auth.attach()
tool = Omni.Tools.WebFetch.new(req: req)
Options
	:req — base Req.Request struct. Default: Req.new().
	:strategies — list of strategy modules or {module, opts} tuples.
Default: [].
	:max_output — per-URL content truncation limit in bytes. Set to
:infinity to disable truncation. Default: 100_000.
	:max_urls — maximum number of URLs per batch call. Default: 10.
	:timeout — HTTP receive timeout in milliseconds. Default: 15_000.


      


      
        Summary


  
    Functions
  


    
      
        new(params \\ [])

      


        Builds a %Omni.Tool{} struct with a bound handler.
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Omni.Tools.WebFetch.Strategy behaviour
    



      
Behaviour for URL-specific content extraction strategies.
A strategy controls how a URL is fetched and how the response is
converted to text for LLM consumption. Strategies are matched against
URLs in order — the first strategy whose match?/2 returns true
handles the request.
Callbacks
	match?/2 (required) — returns true if this strategy handles
the given URI.
	request/2 (optional) — modifies the Req.Request before
execution (URL rewriting, custom headers, etc.).
	extract/2 (required) — converts the Req.Response into a
content string.

Example
defmodule MyApp.WikiStrategy do
  @behaviour Omni.Tools.WebFetch.Strategy

  @impl true
  def match?(uri, _opts), do: uri.host == "en.wikipedia.org"

  @impl true
  def request(req, _opts) do
    # Use the mobile API for cleaner content
    Req.merge(req, headers: [{"accept", "text/html"}])
  end

  @impl true
  def extract(response, _opts) do
    Html2Markdown.convert(response.body)
  end
end
Usage
Pass strategies to Omni.Tools.WebFetch.new/1:
Omni.Tools.WebFetch.new(
  strategies: [
    {MyApp.WikiStrategy, []},
    MyApp.AnotherStrategy
  ]
)
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    Callbacks
  


    
      
        extract(t, opts)

      


        Extracts content from the response as a string.



    


    
      
        match?(t, opts)

      


        Returns true if this strategy handles the given URI.



    


    
      
        request(t, opts)

      


        Modifies the Req.Request before execution.
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        find(strategies, uri)

      


        Finds the first strategy matching the given URI.



    


    
      
        resolve(strategies)

      


        Normalizes a list of strategy specs into {module, opts} tuples.
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          @callback extract(Req.Response.t(), opts :: keyword()) :: String.t()


      


Extracts content from the response as a string.
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          @callback match?(URI.t(), opts :: keyword()) :: boolean()


      


Returns true if this strategy handles the given URI.

  



  
    
      
    
    
      request(t, opts)


        (optional)


        
          
        

    

  


  

      

          @callback request(Req.Request.t(), opts :: keyword()) :: Req.Request.t()


      


Modifies the Req.Request before execution.
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          @spec find([{module(), keyword()}], URI.t()) :: {module(), keyword()} | nil


      


Finds the first strategy matching the given URI.
Returns {module, opts} for the first strategy whose match?/2
returns true, or nil if none match.

  



  
    
      
    
    
      resolve(strategies)



        
          
        

    

  


  

      

          @spec resolve([module() | {module(), keyword()}]) :: [{module(), keyword()}]


      


Normalizes a list of strategy specs into {module, opts} tuples.
Accepts bare modules or {module, opts} tuples. Validates that each
module implements the required callbacks. Raises ArgumentError on
invalid input.
Strategy.resolve([MyStrategy, {OtherStrategy, key: "val"}])
#=> [{MyStrategy, []}, {OtherStrategy, [key: "val"]}]
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